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ABSTRACT
A simple and intuitive way to organize a huge document
collection is by a topic hierarchy. Generally two steps are
carried out to build a topic hierarchy automatically: 1) hi-
erarchical document clustering and 2) cluster labeling. For
both steps, a good textual document representation is essen-
tial. The bag-of-words is the common way to represent text
collections. In this representation, each document is repre-
sented by a vector where each word in the document col-
lection represents a dimension (feature). This approach has
well known problems as the high dimensionality and sparsity
of data. Besides, most of the concepts are composed by more
than one word, as “document engineering” or “text mining”.
In this paper an approach called bag-of-related-words is pro-
posed to generate features compounded by a set of related
words with a dimensionality smaller than the bag-of-words.
The features are extracted from each textual document of
a collection using association rules. Different ways to map
the document into transactions in order to allow the extrac-
tion of association rules and interest measures to prune the
number of features are analyzed. To evaluate how much
the proposed approach can aid the topic hierarchy build-
ing, we carried out an objective evaluation for the clustering
structure, and a subjective evaluation for topic hierarchies.
All the results were compared with the bag-of-words. The
obtained results demonstrated that the proposed represen-
tation is better than the bag-of-words for the topic hierarchy
building.
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1. INTRODUCTION
Part of the data in the digital universe is in the textual for-

mat, like e-mails, reports, papers, and web-pages contents.
To manage, search and browse in large text collections, topic
hierarchies are very useful. Topic hierarchies are structural
organizations where the documents are separated in a tree in
which the nodes close to the root are general topics and the
nodes far from the root are more specific topics. This type of
structure allows an exploratory search. The user can browse
in the textual document collection interactively through the
topics of the nodes. Examples of topic hierarchies are the
online directories of Yahoo1 and Open Directory Project2.
The manual building of a topic hierarchy for large text

collections requires a huge human effort. Therefore meth-
ods to perform this task automatically have received great
attention in the literature [13, 15, 9]. Generally hierarchi-
cal clustering methods are used to create the hierarchical
structure organization automatically, and then a process of
cluster labeling is performed. For both steps, the textual
document collection has to be represented in an appropriate
way.
The Vector Space Model (VSM) [14] is generally used to

represent textual documents. In this model, each document
is represented by a vector, and each position of this vector
is a dimension (feature) of the document collection. A com-
mon approach based on the VSM is the bag-of-words. In
this representation, each word in a textual document collec-
tion becomes a dimension in the vector space. However, this
approach presents some problems such as the high dimen-
sionality, the high sparsity data, and the word order is not
kept.
Another problem presented by the bag-of-words is that

concepts are usually represented by more than one word,
such as “document engineering”, “topic hierarchy”, and“text
mining”. For instance, if we look at the features “machine
learning”or“data mining”, there is no doubt about the topic
of the document. On the other hand, features compounded
by single words as “learning”can represent documents about
machine learning or about teaching, and “mining” can rep-
resent documents about data mining or mineral extraction.
Trying to obtain features compounded by more than one

1http://dir.yahoo.com/
2http://www.dmoz.org/



word, approaches were developed based on n-grams [5, 17,
4, 12], and based on set of words [10, 22, 19, 6, 21]. These
approaches usually add the features to the bag-of-words, in-
creasing the already high dimensionality. Some approaches
analyze the entire collection to generate the features. This
can have a high computational cost due the dimensional-
ity, and generate features without meaning. Furthermore,
most of the approaches perform a supervised feature selec-
tion, requiring labeled collections, which is not common in
real world textual document collections.
This paper proposes an approach that generates related

words and use them as features. The proposed approach,
named bag-of-related-words, generates features from each doc-
ument of a collection through association rules. The asso-
ciation rules [1] are used to discover relations among items
in a dataset. Besides obtaining the relations of the words
(items), the intention of using association rules is to reduce
the dimensionality of the bag-of-words. This is possible be-
cause not all the words of a document will be used as fea-
tures, but only the words that occur or cooccur with a fre-
quency above a certain threshold.
In order to extract association rules from each document,

a mapping of the document into transactions is necessary.
This can be done considering the sentences, paragraphs, or
a sliding window as transactions. Since the words are re-
lated in specific contexts of the documents, the mapping
can produce more understandable features to the user. An
analysis will be carried out on which way the mapping of
the document into transactions produces better results.
Interest measures can be applied to prune the association

rules. In this paper the Confidence, Lift, Yules’Q, Linear
Correlation Coefficient, Mutual Information, Gini Index, J-
Measure, and Kappa measures [8, 7, 3, 18] were used. An
evaluation about which measure produces better results for
the textual document clustering was carried out.
A representation is created based on the VSM with the

features generated for each textual document. An hierar-
chical clustering is built and a process of cluster labeling
is performed. Experiments were carried out to analyze the
feasibility of the bag-of-related-words to build a hierarchical
cluster and its contribution to the cluster labeling. When
the bag-of-related-words were used to represent the docu-
ments, the clustering quality and the topics of the hierarchy
were better than the bag-of-words.
This paper is organized as follows. Section 2 presents the

related works about textual document representation using
features compounded by more than one word. Section 3
presents the details of the proposed approach. Section 4
shows the results of the proposed approach and the bag-of-
words for the textual document clustering and topic tax-
onomy labeling. Finally, Section 5 presents the conclusions
and future works.

2. TEXTUAL DOCUMENT REPRESENTA-
TION

The textual document representation is fundamental to
build a topic hierarchy automatically or for some other pat-
tern extraction from textual documents. Besides the bag-
of-words representation, there are several works that gener-
ate features compounded by more than one word. Usually
these features can be generated using n-grams (or statistical
phrases) or using set of words.

N -grams are sequences of n words that appear in the text
collection. Some works using n-grams are [5, 17, 4, 12]. A
general characteristic of these approaches is that the use of
all the sequences of n words produces a dimension much
higher than the bag-of-words. Some approaches try to re-
duce the number of generated word sequences. For instance,
in [17] the bigrams are generated if at least one of the com-
ponents is frequent in a document.
Another way to represent textual documents is through

features compounded by set of words. The words that com-
pound this type of feature do not necessarily occur together
or close to each other in a textual document. This repre-
sentation can be considered an extension of the n-grams.
Some works using set of words as features are [10, 22, 19,
6, 21]. Most of the works generally execute an cooccurrence
analysis in a bag-of-words to generate features compounded
by sets of words. Some approaches try to avoid this type
of analysis. For instance, in the proposed approach by Lie.
et al. [22], the “loose n-grams” were defined. The loose n-
grams are set of words that cooccur in a limited space, as
sentences, or a sequence of words (window). The relative po-
sition of the words are not considered. Only the words that
appear in a minimum number of documents are used. The
words that have a good discriminative power are separated.
Then, sets of words compounded by words that cooccur in
the collection are obtained, and these sets of words are fil-
tered using the χ2 method. The results demonstrated a little
improvement in relation to the bag-of-words.
Most of the related researches about features compounded

by more than one word generate a number of features much
higher than the bag-of-words and most of the time a process
of feature selection is necessary. This is computationally
expensive due the high dimensionality of the collection and
the need of labeled collections, which is not common in real
textual document collections.
Moreover, some approaches that analyze the entire col-

lection may obtain features without meaning. For instance,
if we consider a collection of scientific articles, the feature
“introduction conclusion” can be generated. Besides, col-
lections with few documents of some vocabulary may not
have their features generated. For instance, considering 5000
documents about chemistry and 20 about computer science.
Supposing that some words of the documents about com-
puter science cooccur only in 5 documents, the minimum
cooccurrence threshold must be of 0.001. On the other hand,
a huge number of features about chemistry could be gener-
ated.

3. BAG-OF-RELATED-WORDS
The proposed approach, called bag-of-related-words, gen-

erates features compounded by a set of related words from
textual documents. The main goal of this approach is to
use related words that repeat over the document in limited
spaces as features.
The related words are obtained through association rules.

An association rule is a rule of the type A ⇒ B, in which A
and B are groups of items, called itemsets, and A∩B = ∅ [1].
The association rules discover relations among the itemsets
in a dataset, in which A ⇒ B means that when A occurs,
B also tends to occur. Two classical measures to generate
association rules are Support and Confidence. Support mea-
sures the joint probability of an itemset in a database, that
is, sup(A ⇒ B) = q(A ∪ B)/Q, in which q(A ∪ B) is the



number of transactions that A and B occur together, and
Q is the total number of transactions. Confidence indicates
the probability of A and B occur together given that A oc-
curred, that is, conf(A ⇒ B) = q(A ∪ B)/q(A). Usually
minimum values of support and confidence are defined to
generate the rules.
The four main steps to generate the features from the

textual documents with the proposed approach are:

1. Mapping the textual document into transactions;

2. Extracting association rules from the transactions;

3. Using the itemsets of the rules to compound the fea-
tures;

4. Using the features to construct the document-term ma-
trix;

The mapping of the textual document into transactions
allows the extraction of association rules. In this step, Text
Mining preprocessing tasks as stopwords removal, and stem-
ming can be applied. After the preprocessing, the transac-
tions can be obtained considering the sentences, paragraphs,
or a sliding window.
When sliding windows are used to map the transactions,

the first transaction contains only the first word, the second
transaction contains the two first words, and so on, until
the window contains the number of words equal the defined
size (l). After this, the sliding window slides one word and
considers the next l words of the document. At the end
of the document, the last (l) transaction contains the last l
words, the last l − 1 transaction contains the l − 1 words,
and so on, until the window contains only one word. This is
done so that all the words are contained the same number
of times in a sliding window.
The second step consists of extracting the association rules

from the transactions which were mapped from the text.
To illustrate the two first steps, consider the content of the
Table 1. There is a text about Data Mining taken from
Wikipedia3, that we called “example text”. Applying the
stopword removal and stemming, and considering the sen-
tences as transactions, it was possible to map the text into
10 transactions. Considering these 10 transactions, a mini-
mum support threshold of 30, 0% and a minimum confidence
threshold of 75%, 15 association rules were extracted. The
values on the right of the rules are the support and the con-
fidence respectively. It can be noticed that the itemsets of
the rules on Table 1 are really related to the example text,
as “data” and “mine”, “larger data” and “sampl”.
The proposed approach also considers features compound-

ed by single words. The items of the rules with empty set
like ∅ ⇒ data will be used as features compounded by single
words. In this case the feature “data” would be generated.
The different ways to map the document into transactions

can modify the number of transactions, the frequency of the
words and their cooccurrences. The frequency of the words
is modified due the number of repetitions of the same word
in the transaction. For instance, the word “data” occurs 15
times in the example text from Table 1. If we consider the
paragraphs as transactions, the word “data” occurs 11 times
in the first transaction, and is counted only once. Also,

3http://en.wikipedia.org/wiki/Data mining (May 13,
2010).

the mapping of paragraphs made the word “data” occurs
in all the transactions (2 transactions), that is, the word
“data” has a support of 100%. If we consider the sentences
as transactions, the word “data” occurs at most three times
in a transaction and occurs in 7 of 10 transactions. Thus its
frequency is equal to 7 and its support is equal to 70%.
The cooccurrences of the words are also modified by the

type of transaction. For instance, the mapping considering
the paragraphs make the words cooccur more with other
words than the mapping of sentences. Different values of
minimum support are required due all the modifications
caused by the different types of mapping. To illustrate
the practical impact of the mapping, we present in Table 2
the extracted frequent itemsets considering the example text
from Table 1. We used the following types of transactions
and their respective minimum supports: sentences 30.0%,
paragraphs 100.0%, size 5 sliding window 10.0%, size 10 slid-
ing window 21.0%, size 20 sliding window 47.0%, and size 30
sliding window 58.0%. These minimum support values were
chosen to generate a similar number of frequent itemsets.
It can be noticed that some itemsets, that are useful to

identify the example text from Table 1, appear in all the
types of mapping as “process”, “mine”, “pattern”, “data”,
“mine pattern”, “data mine”, “data pattern”, and “data mi-
ne pattern” (highlighted with italic font). Some other use-
ful itemsets do not appear in all the types of mapping as
“mine sampl” (only in sentences, sliding windows of size 5,
10, and 20),“pattern sampl”(it does not appear only in para-
graphs), “data mine sampl” (only in sentences, and sliding
windows of size 10 and 20), “data mine process” (only in
paragraphs and size 30 sliding window), “mine pattern proc-
ess” (only in paragraphs and size 30 sliding window), and
“data mine pattern process” (only in the size 30 sliding win-
dow). Given the differences of each type of mapping, this
paper will analyze which mapping produces better results
for the textual document clustering.
The third step consists of using the itemsets of the associa-

tion rules obtained in the previous step to compound the fea-
tures of a document. For instance, the rule “data ⇒ mine”
will generate the feature “data mine”. In order to avoid that
rules with the same itemsets generate different features, the
items of the rule are sorted lexicographically or according to
the order they occur in the textual document.
In this step, interest measures besides support and con-

fidence can be used to obtain different relations among the
itemsets, to rank and prune the association rules. The in-
tention to use interest measures is to obtain more under-
standable features and reduce even more the dimensional-
ity. The Confidence, Lift, Yules’Q, Linear Correlation Co-
efficient, Mutual Information, Gini Index, Kappa, and J-
Measure measures [8, 7, 3, 18] were used.
The ranking and consequently the pruning of the rules

using these measures can be different due their character-
istic. To illustrate this, on Table 3 are presented the rank-
ings of features considering a text about clustering validation
measures [20] with the Confidence, Mutual Information and
Kappa measures. Important features to describe the tex-
tual document appear in the rankings of these 3 measures
as “data set”, “measur valid”, and “cluster valid”. Other
important features appear only in the rankings of the Confi-
dence and Mutual Information measures as “contig matrix”,
“data sample”, and “extern valid”. Other features appear
only in the ranking of one measure, as “cluster data” that



Table 1: Process of association rule extraction from a textual document.
Example Text

Data mining is the process of extracting patterns from data. Data mining is becoming an increasingly important tool to transform this data
into information. It is commonly used in a wide range of profiling practices, such as marketing, surveillance, fraud detection and scientific
discovery.
Data mining can be used to uncover patterns in data but is often carried out only on samples of data. The mining process will be ineffective
if the samples are not a good representation of the larger body of data. Data mining cannot discover patterns that may be present in the
larger body of data if those patterns are not present in the sample being ”mined”. Inability to find patterns may become a cause for some
disputes between customers and service providers. Therefore data mining is not foolproof but may be useful if sufficiently representative
data samples are collected. The discovery of a particular pattern in a particular set of data does not necessarily mean that a pattern is
found elsewhere in the larger data from which that sample was drawn. An important part of the process is the verification and validation
of patterns on other samples of data.

Transactions considering the sentences of the preprocessed example text.
1. data mine process extract pattern data
2. data mine increasingli import tool transform data inform
3. commonli wide rang profil practic market surveil fraud detect scientif discoveri
4. data mine uncov pattern data carri sampl data
5. mine process ineffect sampl good represent larger bodi data
6. data mine discov pattern present larger bodi data pattern present sampl mine
7. inabl find pattern disput custom servic provid
8. data mine foolproof suffici repres data sampl collect
9. discoveri pattern set data necessarili pattern found larger data sampl drawn
10. import part process verif valid pattern sampl data

Rules obtained considering the sentences as transactions.
data ⇒ ∅ (80.0, 80.0) data ⇒ mine (60.0, 75.0) mine pattern ⇒ data (30.0, 100.0)
process ⇒ data (30.0, 100.0) data ⇒ sampl (60.0, 75.0) larger data ⇒ sampl (30.0, 100.0)
larger ⇒ sampl (30.0, 100.0) sampl ⇒ data (60.0, 100.0) pattern data ⇒ sampl (40.0, 80.0)
larger ⇒ data (30.0, 100.0) mine ⇒ data (60.0, 100.0) mine sampl ⇒ data (40.0, 100.0)
pattern ⇒ data (50.0, 83.3) larger sampl ⇒ data (30.0, 100.0) pattern sampl ⇒ data (40.0, 100.0)

Table 2: Frequent itemsets obtained through different ways of mapping the text from Table 1 into transactions.
Sentence Paragraph Size 5 Window

Itemsets Sup.
larger 30,0
process 30,0
mine 60,0
pattern 60,0
sampl 60,0
data 80,0
data process 30,0
data larger 30,0
larger sampl 30,0
mine pattern 30,0
mine sampl 40,0
pattern sampl 40,0
data pattern 50,0
data mine 60,0
data sampl 60,0
data larger sampl 30,0
data mine pattern 30,0
data mine sampl 40,0
data pattern sampl 40,0
- -

Itemsets Sup.
data 100,0
mine 100,0
pattern 100,0
process 100,0
data mine 100,0
data pattern 100,0
data process 100,0
mine pattern 100,0
mine process 100,0
pattern process 100,0
data mine pattern 100,0
data mine process 100,0
data pattern process 100,0
mine pattern process 100,0
data mine pattern process 100,0
- -
- -
- -
- -
- -

Itemsets Sup.
bodi 10,9
discoveri 10,9
import 10,9
present 10,9
larger 16,3
process 16,3
sampl 32,6
mine 38,0
pattern 42,4
data 69,6
mine sampl 9,8
pattern present 9,8
data larger 12,0
pattern sampl 14,1
mine pattern 15,2
data sampl 21,7
data mine 30,4
data pattern 30,4
data pattern sampl 9,8
data mine pattern 10,9

Size 10 Window Size 20 Window Size 30 Window
Itemsets Sup.
larger 28,9
process 30,9
sampl 54,6
mine 63,9
pattern 67,0
data 94,8
larger pattern 21,6
larger sampl 21,6
pattern process 21,6
data larger 28,9
data process 30,9
mine sampl 30,9
pattern sampl 42,3
mine pattern 44,3
data sampl 52,6
data mine 61,9
data pattern 64,9
data larger pattern 21,6
data larger sampl 21,6
data pattern process 21,6
data mine sampl 28,9
data pattern sampl 40,2
data mine pattern 42,3

Itemsets Sup.
process 56,1
sampl 70,1
mine 75,7
pattern 90,7
data 100,0
mine sampl 47,7
pattern process 54,2
data process 56,1
pattern sampl 69,2
mine pattern 69,2
data sampl 70,1
data mine 75,7
data pattern 90,7
data mine sampl 47,7
mine pattern sampl 47,7
data pattern process 54,2
data pattern sampl 69,2
data mine pattern 69,2
data mine pattern sampl 47,7
- -
- -
- -
- -

Itemsets Sup.
sampl 72,6
process 76,9
mine 77,8
pattern 94,9
data 100,0
mine process 59,8
pattern sampl 71,8
data sampl 72,6
mine pattern 75,2
pattern process 75,2
data process 76,9
data mine 77,8
data pattern 94,9
mine pattern process 58,1
data mine process 59,8
data pattern sampl 71,8
data mine pattern 75,2
data pattern process 75,2
data mine pattern process 58,1
- -
- -
- -
- -



Table 3: Ranking of the features for the Confidence, Mutual Information, and Kappa measures.

Confidence Mutual Information Kappa
Rank Features Score
1o conting matrix 0,766
2o effect uniform 0,663
3o effect mean uniform 0,600
4o bound upper 0,562
5o data set 0,552
6o cluster measur valid 0,336
7o inform mutual 0,331
8o rand statist 0,271
9o measur valid 0,237
10o data sampl set 0,226
11o cluster valid 0,207
12o cluster mean measur 0,203
13o data sampl 0,199
14o effect mean 0,198
15o sampl set 0,189
16o extern measur valid 0,184
17o mean uniform 0,179
18o class distribut 0,179
19o cluster mean 0,175
20o class data 0,172
21o cluster measur 0,172
22o extern valid 0,171
23o result valid 0,166
24o measur normal 0,162
25o class set 0,161

Rank Features Score
1o data set 0,148
2o conting matrix 0,100
3o effect uniform 0,083
4o bound upper 0,073
5o inform mutual 0,055
6o data sampl 0,049
7o measur valid 0,047
8o rand statist 0,039
9o data imbalanc 0,033
10o extern valid 0,032
11o data sampl set 0,031
12o effect mean 0,030
13o data simul 0,030
14o sampl set 0,029
15o effect mean uniform 0,028
16o mean uniform 0,025
17o cluster result 0,024
18o class size 0,023
19o cluster mean 0,022
20o class distribut 0,019
21o measur properti 0,017
22o cluster valid 0,016
23o measur normal 0,013
24o defect measur 0,012
25o cluster evalu 0,012

Rank Features Score
1o measur valid 0,427
2o measur normal 0,384
3o cluster measur 0,361
4o measur properti 0,351
5o extern measur 0,339
6o entropi measur 0,333
7o evalu measur 0,330
8o mean measur 0,329
9o measur select 0,328
10o cluster valid 0,328
11o consist measur 0,327
12o measur section 0,327
13o measur puriti 0,326
14o defect measur 0,324
15o equival measur 0,323
16o measur result 0,321
17o inform measur 0,319
18o cluster mean 0,310
19o cluster result 0,303
20o class cluster 0,283
21o cluster evalu 0,262
22o cluster data 0,261
23o cluster number 0,259
24o data set 0,254
25o cluster set 0,254

appears only in the ranking of the Kappa measure. The dif-
ferent interest measures used in this paper will be compared
to verify which of them produce better results.
The fourth step consists of using the generated features

to build a representation in the vector space model.
The bag-of-related-words avoids several problems men-

tioned in Section 2. For instance, the proposed approach
does not analyze the whole dimensionality of the textual
document collection. Instead, each document is analyzed
individually. The number of words in each document can
be orders of magnitude smaller than the number of words in
the text document collection.
An interesting characteristic of the bag-of-related-words

is that the setting of the number of words in the feature is
not required. The rules will be generated until the values
of support and some interest measure are higher than the
thresholds informed by the user.
To take away the responsibility of the user of setting the

minimum support value, and to allow the setting of this
value according to each document, we proposed the following
formula:

AutSup =
GeneralMeanFreq

NumberTrans
(1)

where GeneralMeanFreq means the sum of the frequency
of all the words divided by the number of different words,
and NumberTrans means the number of transactions.
The definition of the thresholds of other interest measures

can be also set automatically. In this paper we used a thresh-
old based on mean (x) of the interest measure values of the
extracted rules in a document. According to the thresholds
chosen by the user during the process, the dimensionality
can be much lower than the bag-of-words, and the applica-
tion of feature selection methods is not necessary. However,
as the features are represented in the vector space model,
these methods can be applied as an additional task.
Moreover, the proposed approach is independent on i) the

natural language processing, which is normally computa-
tionally expensive ii) the interference of domain specialists,
and iii) knowledge base.

4. EXPERIMENTS AND RESULTS
Two experiments were carried out to analyze the feasi-

bility to aid the topic hierarchy building using the bag-of-
related-words and the bag-of-words. The first experiment
was an objective evaluation of the quality of the hierarchical
clustering. The second experiment was a subjective evalua-
tion about the topics of the hierarchy.
We created 8 collections of proceedings from the ACM

digital library for the experiments. Each collection has 5
classes and approximately 90 documents per class4.
First we evaluated which way to map the document into

transactions produced better results to the clustering task.
We used only the frequent itemsets in this step of the eval-
uation so that the objective measures do not interfere in
the results. We considerer six possibilities to map the tex-
tual document into transactions: sentences, paragraphs, and
sliding windows of sizes 5, 10, 20, and 30. A set of minimum
support thresholds was used for each way of mapping. Ta-
ble 4 presents the minimum support thresholds used in the
experiments and Figure 1 presents the number of features
obtained. The values of the minimum supports were defined
based on previous experiments. It can be noticed that most
of the used minimum support made the approach obtain a
lower number of features than the bag-of-words approach for
most of the collections.
After evaluating which way of mapping produced better

results, we focused on the better way of mapping and apply
the interest measures mentioned in Section 3 to prune the
number of features. For each interest measure, we also used
a set of thresholds based on the number of generated fea-
tures. We also considered the threshold based on mean (x).

4http://sites.labic.icmc.usp.br:8088/ragero/Acm-
Collection/



Figure 1: Number of features obtained by the different types of mapping and their thresholds.

Table 4: Minimum support values used in the ex-
periments.
Type of Trans. Min. Sup. Values
Sentence 2%, 3%, 4%, 5%, 6%
Paragraph 9%, 10%, 11%, 12%, 13%
Sliding Wind.: size 5 0.6%, 0.8%, 1%, 2%, 3%
Sliding Wind.: size 10 2%, 3%, 4%, 5%, 6%
Sliding Wind.: size 20 6%, 7%, 8%, 9%, 10%
Sliding Wind.: size 30 10%, 11%, 12%, 13%, 14%

Table 5 presents the used thresholds and Figure 2 shows the
number of obtained features. As the measures Lift range
from 0 to ∞, the standardization proposed in [11] was used.

Table 5: Thresholds of the interest measures used
in the experiments.
Interest Measure ACM Reuters
Confidence 0,25; 0,50; x 0,25; 0,50; x
Lift 0,10; 0,20; x 0,10; 0,20; x
Yule’s Q 0,50; 0,75; x 0,50; 0,75; x
Correlation 0,25; 0,50; x 0,25; 0,50; x
Mutual Information 0,005; 0,01; x 0,01; 0,05; x
Gini Index 0,005; 0,01; x 0,01; 0,04; x
Kappa 0,15; 0,20; x 0,30; 0,50; x
J-Measure 0,01; 0,02; x 0,02; 0,05; x

The variations of the bag-of-related-words will be repre-
sented between brackets. The type of mapping, the mini-
mum support values, the interest measure, and the threshold

of the interest measure will be presented inside the brack-
ets. For instance, the representation that used the mapping
of sentences with a minimum support value of 2%, and the
Confidence measure with a threshold of 70%, will be repre-
sented by [Sent. 2% Confidence 70%].
The Pretext tool [16] was used to generate the bag-of-

words representation.

4.1 Textual Document Clustering Evaluation
In the first experiment, the feasibility of the bag-of-related-

words and the bag-of-words to build a hierarchical cluster-
ing was analyzed. The UPGMA (Unweighted Pair Group
Method with Arithmetic Mean) algorithm was used to build
an hierarchical clustering. This is an agglomerative hierar-
chical clustering algorithm of the type average-link. The
UPGMA algorithm obtains results as good as the bisecting-
k-means for the textual document hierarchical clustering.
We decided to use the UPGMA because the results of the
bisecting-k-means depends on the choices of the initial seeds
to partition the clusters [23].
The metric used to compare the hierarchical clusters was

the FScore measure. This measure analyzes the hierarchy
group and compares it with the document categories. The
FScore measure uses the following concepts [23]:

• Lr: represents a class r from the collection;

• nr: represents the number of documents of a class r;

• Si: represents a subgroup i of the obtained clustering;

• ni: represents the number of documents from group i;

• nri: represents the number of documents from group
Si that belong to the class Lr.



Figure 2: Number of features obtained by the representations using interest measures and their thresholds.

The FScore is an harmonic mean between precision (π)
and recall (ρ) [2]. The precision and recall for a class Lr

and a group Si are the following:

π(Lr, Si) =
nri

ni
(2)

ρ(Lr, Si) =
nri

nr
(3)

After the FScore for each class and their respective groups
were obtained, the FScore value for a class Lr is the biggest
FScore value of that class for any group of the hierarchy T ,
that is:

F (Lr) = maxSi∈TF (Lr, Si) (4)

The overall FScore value for the entire clustering solution
is the sum of the FScore values for all the classes (c) weighted
by the class size. Then, the FScore value for the clustering
is:

FScore =

c�

r=1

nr

n
F (Lr) (5)

This measure ranges from [0, 1], where 1 represents the
maximal quality for the clustering.
Table 6 presents the representations that obtained the

best FScore values for some ACM collection using only the
frequent itemsets5. These results aim to evaluate which way
to map the textual document into transactions can produce

5The complete results are available in http://sites.labic.
icmc.usp.br:8088/ragero/DocEng2011/docint.pdf

the better results. Using the frequent itemsets as features,
the highest values of the FScore measure was obtained by
the bag-of-related-words for most of the collections (7 of
8 collections). There were considerable differences in com-
parison with the bag-of-words for some collections, such as
ACM-2, with a difference of 0.111, and ACM-7, with a dif-
ference of 0.130.
For some collections, as ACM-1 and ACM-3, the best re-

sults were obtained by the representations based on the bag-
of-related-words [Wind. 5 3%] and [Wind. 10 5%]. The
reduction in the number of feature was approximately 91%
and 80% respectively in relation to the bag-of-words.
In general, representations based on the mapping of size

5 sliding window obtained the best results. The automatic
minimum support setting was used in the mapping of size
5 sliding window, since it obtained the best results. Ta-
ble 7 presents a comparison of the results obtained by the
automatic support and the other used thresholds. It can
be noticed that the use of automatic minimum support set-
ting presented results as good as the manually set minimum
support.
The Friedman test was applied considering the 8 ACM col-

lections to verify how the variation of the minimum support
values affected the results for the different types of mapping
analyzed. There was significant statistical difference for the
results obtained by the sentence mapping, where the lowest
minimum support thresholds obtained better results than
the highest minimum support values.
Then the best values of minimum support for each type of

mapping were chosen to compare the several types of map-
ping and the bag-of-words representation. The representa-
tions chosen were: [Sent. 2%], [Par. 10%], [Wind. 5 2%],
[Wind. 10 5%], [Wind. 20 8%], and [Wind. 30 11%]. None
of the representations presented statistical significant differ-



Table 6: Results of the representations using frequent itemsets that obtained the highest value of the FScore
measure for some ACM collection.

Representação ACM-1 ACM-2 ACM-3 ACM-4 ACM-5 ACM-6 ACM-7 ACM-8
Bag-of-words 0,779 0,818 0,821 0,854 0,842 0,892 0,800 *0,867
Wind. 5 0,06% 0,771 0,820 0,863 0,917 0,868 *0,910 0,812 0,792
Wind. 5 0,08% 0,788 0,845 0,891 0,900 *0,881 0,893 0,803 0,813
Wind. 5 2% 0,806 0,912 0,843 0,909 0,829 0,880 *0,930 0,795
Wind. 5 3% *0,813 0,915 0,804 0,886 0,822 0,841 0,897 0,749
Wind. 10 5% 0,761 0,924 *0,904 0,891 0,816 0,868 0,904 0,817
Wind. 20 7% 0,765 0,874 0,877 *0,921 0,833 0,849 0,895 0,768
Wind. 30 11% 0,752 *0,929 0,893 0,889 0,814 0,872 0,919 0,764

Table 7: Results of the representations using the mapping of size 5 sliding window.
Representation ACM-1 ACM-2 ACM-3 ACM-4 ACM-5 ACM-6 ACM-7 ACM-8
Bag-of-words 0.779 0.818 0.821 0.854 0.842 0.892 0.800 *0.867
Wind. 5 Aut. 0.802 0.886 0.889 *0.917 0.868 0.891 0.823 0.821
Wind. 5 0.06% 0.771 0.820 0.863 *0.917 0.868 *0.910 0.812 0.792
Wind. 5 0.08% 0.788 0.845 0.891 0.900 *0.881 0.893 0.803 0.813
Wind. 5 1% 0.784 0.886 *0.900 0.913 0.848 0.895 0.850 0.820
Wind. 5 2% 0.806 0.912 0.843 0.909 0.829 0.880 *0.930 0.795
Wind. 5 3% *0.813 *0.915 0.804 0.886 0.822 0.841 0.897 0.749

Table 8: Results of the representations using interest measures that obtained the highest value of the FScore
measure for some ACM collection.
Representation ACM-1 ACM-2 ACM-3 ACM-4 ACM-5 ACM-6 ACM-7 ACM-8
Bag-of-words 0.779 0.818 0.821 0.854 0.842 0.892 0.800 *0.867
Wind. 5 Aut. Conf. 0.5 *0.855 0.882 0.886 0.922 0.911 0.884 0.799 0.744
Wind. 5 Aut. Lift 0.1 0.799 *0.889 0.892 0.918 0.901 0.913 0.786 0.814
Wind. 5 Aut. Lift Aut 0.799 *0.889 0.892 0.918 0.901 0.913 0.786 0.814
Wind. 5 Aut. Q’Yule 0.75 0.796 0.872 0.904 *0.926 0.902 0.910 0.763 0.824
Wind. 5 Aut. Corr. 0.25 0.789 0.854 0.896 0.922 *0.915 0.883 0.783 0.801
Wind. 5 Aut. Corr. 0.50 0.831 0.877 0.883 0.922 0.909 *0.925 0.805 0.778
Wind. 5 Aut. M.I. 0.01 0.853 0.883 *0.908 0.920 0.904 0.923 0.814 0.765
Wind. 5 Aut. Kappa x 0.778 0.875 0.872 0.918 0.905 0.897 *0.815 0.803

ences. It must be highlighted that the representation [Wind.
5 2%] presented better results than the bag-of-words and re-
duced the number of features more than 80%.
Interest measures were applied considering the mapping of

size 5 sliding window, since it obtained the best results. We
also decide to use the automatic minimum support setting
since they obtained results as good as the other minimum
support values. Table 8 presents the results of the represen-
tations that obtained the best results for some ACM collec-
tion.
The representations that used interest measures obtained

better results than the bag-of-words for 7 of 8 ACM collec-
tions (ACM-1, ACM-2, ACM-3, ACM-4, ACM-5, ACM-6,
ACM-7). The interest measures reduced the number of fea-
tures and obtained better results than the base representa-
tion ([Wind. 5 Aut.]) for the collections ACM-1, ACM-2,
ACM-3, ACM-4, ACM-5, ACM-6, and ACM-8. All the rep-
resentations on Table 8 always reduced the number of fea-
tures in the minimum of 26%. In some situation, 82% of the
number of features were reduced.
The Friedman test was applied again to verify if the thresh-

olds of the used interest measures affected the values of the
FScore. There was only statistical significant difference for
the Kappa measure, in which the threshold based on mean
presented better results than the threshold 0.15. Thus, the

threshold variations of the interest measures reduced the
number of features and kept the quality of the results. Also
there was no evidence that the thresholds defined manually
were better than the thresholds based on mean. Then, we
decided to compare the representations with interest mea-
sures and thresholds based on mean with the bag-of-words
representation. Again, the Friedman test was applied and
there were not statistical significant differences among the
representations.
The obtained results demonstrated that the bag-of-related-

words is appropriate for the textual document clustering.
The highest FScore values was obtained by the bag-of-rela-
ted-words for most of the ACM collections. It also can be
highlighted that in most of the situations, the best results
were obtained with a reduced number of features.

4.2 Topic Hierarchy Evaluation
In the second experiment, topic hierarchies were built and

submitted to computer science domain experts. Three ACM
collections for the subjective evaluation were used: ACM-3,
ACM-4, and ACM-8. Table 9 presents the topics of these
collections. The representation [Wind. 5 Aut. Correlation
x] was chosen to be compared with the bag-of-words and the



Torch6 tool was used to build the topic hierarchies.

Table 9: Topics of the collections used for the sub-
jective evaluation of the topic hierarchy.

Col. Topic

Computer Architecture Education
Architecture for Networking And Commu. Systems

ACM-3 Privacy in the Electronic Society
Software and Performance
Web Information and Data Management

Embedded Networked Sensor Systems
Research and Development in Info. Retrieval

ACM-4 Parallel Algorithms and Architectures
Volume Visualization
Cross-Disciplinary Conf. on Web Accessibility

Mobile Ad Hoc Networking & Computing
Knowledge Discovery and Data Mining

ACM-8 Langu., Comp. and Tool Sup. for Embedded Systems
Hypertext and Hypermedia
Microarchitecture

Two hierarchies of each collection were given to 6 com-
puter science domain experts and the representation used
to build the topic hierarchy was not specified. The following
questions were evaluated:
1) Is it possible to identify clearly the topics of the collec-
tions based on the respective categories?
2) Does the browsing through the topic hierarchy conduced
the user to a desired document set?

For both evaluations the used grades were:
0 - Nothing;
1 - Little;
2 - Fair;
3 - Good;
4 - Excellent.

Table 10 presents the means of the grades given to the
domain experts for all the evaluated topic hierarchies. It
can be noticed that in all the collections, the bag-of-related-
words obtained better results than the bag-of-words.

Table 10: Mean of the results obtained in the subjec-
tive evaluation of the topic hierarchies for the ACM-
3, ACM-4, and ACM-8 collection.

ACM-3 ACM-4 ACM-8
BOW BORW BOW BORW BOW BORW

Question 1 2.00 2.83 1.83 2.50 2.50 2.83
Question 2 2.00 2.66 2.00 2.50 2.16 2.66

To illustrate the topic hierarchies built using the bag-of-
related-words and bag-of-words, Figures 3 and 4 presents the
first level of the topic hierarchy for the ACM-3 and ACM-4
collections.

5. CONCLUSION AND FUTUREWORKS
Topic hierarchies are useful for managing, searching, and

browsing in large text collections. To allow the automatic
topic hierarchy building, the textual document collection
must be represented in an appropriate way. The proposed
approach for textual document representation, bag-of-related-
words, demonstrated to be useful for the topic hierarchy
building.
The textual document clustering, used to create the hier-

archical structure of the document collection, presented bet-
ter results when performed using the bag-of-related-words

6http://sites.labic.icmc.usp.br/marcacini/ihtc/

(a) Bag-of-related-words

(b) Bag-of-words

Figure 3: Example of the first level of the topic hi-
erarchy using the bag-of-related-words and bag-of-
words representations for the ACM-3 collection.

(a) Bag-of-related-words

(b) Bag-of-words

Figure 4: Example of the first level of the topic hi-
erarchy using the bag-of-related-words and bag-of-
words representations for the ACM-4 collection.

representation. Also the topics of the obtained hierarchy us-
ing the bag-of-related-words were more understandable for
the users than the topics obtained by the bag-of-words. It
must be highlighted that the initial dimensionality of the
proposed approach, even containing features composed by
set of words, in most cases was much smaller than the bag-
of-words with better results.
The mapping of a textual document into transactions us-

ing a size 5 sliding window presented the best results. The
thresholds of interest measures used in the experiments in
most cases do not present significant statistical difference.
However, this setting is not trivial and can be time consum-
ing for the user. An automatic threshold setting was used
in this paper. The results obtained with the automatically
set thresholds were equivalent or better than the manual
threshold setting.
The analysis of each document individually, besides avoid-

ing the entire dimensionality of the collection, allows the
proposed approach be used in dynamic contexts, in which
the analysis of the entire document collection to extract the
features is unfeasible for each new document.
For future research, we are going to evaluate the pruning

of redundant rules and redundant features to reduce even
more the number of features without the need of a supervised
feature selection method.
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